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» NumpyZGEMIEINE
 PandasZEEAIENINER
 Scikit-learn&;EME
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TRE I MERF SR IR IIE

TEEIMEEK

- IEMRERE (FREERMEERETT)

- NEREAENEEIED (KBS, SHEARE)
— XIRFAE R S (AT R EURTRIBE)

Hix:

— 9% Numpy. PandasZFENEIELIERTS, #HEIMEEE TAVEIAFIS
FWE, FRAEREERNXEMHITIOH;
— JAFEScikit-learn&j%, LCEAECPU, GPU FNLRESIEFIRM

B IR B HKY



NumpyZHER I NNE

Hix: MAEANumPy/ 3. RE. BRXRE. whereflselectFaIMEPython &Ik

FIRE:

- (RRUCIEBEWRLL: WNFERITEER, IRERE, IREEATE
Numpy JREECEERIG 0

- EEMEFNAERSIRGE

BIIR B H RS



NumpyZHEA IR INIE- S B

SC— MBI IEESS

1. Q12— 1MEE 100 B BENLFRERY5IER.

2. B{EF for BINEHREITER, 3REX Log10 HIEEFBEES— IR,
3. IHERAEForfEiR. mapREL. listES. numpyiR{ERERT

R TE:
SINEE:

import numpy as np

from math import logl@ as 1g10
import time

import matplotlib.pyplot as plt
import random

%matplotlib inline

R 1005 BEHLIF 2K

N = 100000000 # Number of records to process
acceleration = [] # Empty list to store operation speeds (time taken)
11 = list(100x(np.random.random(N))+1)

al = np. array(llﬁ: REARE



SHForBIN-FERITILEL

Python[R&Forf@if /5%

timing = {} # ERFEFZFEN

tl=time.time()
12 = []
for item in 11:

12.append(1lgl@(item)) s N =1 P
t2 = time. time() XM AR RIS
print("[FE4%Loop#ER {} #".format(t2-t1))
timing['loop'] = (t2-t1)
print("AI4EEHIE:", 12[:4]1)

R4 Loop#ERf 13.897366046905518 #)
BI4SEE: [1.5835638721530192, 1.681212234146597, 1.9828731712633745, 1.3225891470348725]

{ERMap &L

def opl(x):
return (1g10(x))

SOV AWNRE

=

tl=time.time()
12=1list(map(opl,11))

t2 = time.time()

print("list(map)#&ER{} #".format(t2-t1))
10 timing['map'] = (t2-t1)

11 print("gid4sEEuE:", 12[:41)

list(map)#EAJ12.301867961883545 = »e
AI4SEE: [1.5835638721530192, 1.681212234146’%%@;59‘%—2@75’;7?2633745, 1.3225891470348725]

Co~NoOOUhs,WNE



SHForBIN-FERITILEL

FE %A #Eit WLog10# e ¥ Lt MM : 100,000,000

{EF List SR %

tl=time.time()

12 = [1g1@(11[i]) for i in range(len(11))]

t2 = time.time()

print("list comprehensionf®ff{} seconds".format(t2-t1))
timing['list comprehension'] = (t2-t1)
print("RU4&EEE:", 12[:4]1)

list comprehension#Efd12.51164984703064 seconds
BI4%&¥4E: [1.5835638721530192, 1.681212234146597, 1.9828731712633745, 1.3225891470348725]

OoOUnAsWNE

{EF NumPyla 1t 753

tl=time.time()

a2=np. logl@(al)

t2 = time.time()

print("NumPy log1@75%#AS {} seconds".format(t2-t1))
timing['numpy'] = (t2-t1)

13 = list(a2)

print(“g4&%4E:", 13[:4])

NumPy logl1@75 %Rt 1,118406057357788 seconds
BI4&E#B8: [1.5835638721530192, 1.681212234146597, 1.,9828731712633745, 1.3225891470348725]

NOU R WNRE

TR ER B

%matplotlib inline

import matplotlib.pyplot as plt
plt.figure(figsize=(16,6))
plt.title("FEHEITHLoglOFER L BiEgE: {:,} 4".format(al.shapel@])) FHA %
plt.ylabel("## (#) ", fontsize=12)

plt.xlabel(" /%", fontsize=14)

plt.grid(True)

lt.bar(x = range(len(timing)), height=timing.values(), align=' ', tick_label=list(timing.keys())) o s ssare .
Brint( BT : (1 4.01) {8 format (timing " Loap: 1/tiningl numpy 1)) * g keyS NumPy3tndarray 35 a9R/ELLPython# R EiRIEE. EAKEX

an: 2 DA 1 MR R A AR TR S T AR

LNV AEWNR



FEFRFRITTER

ERJEFFIFTNG, BIBREAEELERENARFEEIERIER NIUNRT A7 FiiRaIE.
FERE— BN B ER N TRNEERIRE.
Bix: B—SETREEE— BN E

EFEIRE

num = 100000001
a = np.linspace(@, num - 1, num=num)
b = np.ndarray(num-1)

U bhWN R

timing = {}

Python[R4%ForfB@¥ 5%

tl=time.time()

for i in range(len(a)-1):
b[i] = a[i+1]

t2=time. time()

print("RERERN {} #".format(t2-t1))
timing['loop']l = (t2-t1)

b[:2], b[-2:]

REFEEN 22.482749938964844 secs

(array([1., 2.1), array([9.9999999e+07, 1.0000000e+08]))

1
2
3
4
5
6
7
8
9

$5F List 855 %

tl=time.time()
b = [al[i+1l] for i in range(len(a)-1)] # shift b by 1

t2=time.time()

print (" {} #".format(t2-t1))
timing['list comprehension'] = (t2-t1)
bl:2]1, b[-2:]

co~NOOUN B WNRE

shift b 14.524049043655396 secs
([1.0, 2.0], [99999999.0, 100000000.0])

B IR B HKY



FEFRFRITTER

Numpy ufuncs . abtE
{EFNumpy Kk 5 numpyBEEF71E
% tl=time.time() HBTRNE 100,000,001 HERI (¥)

3 b = np.delete( np.roll(a,-1) , -1) # numpy roll and delete last value

4

5 t2=time.time()

6 print("#H {} #".format(t2-t1))

7 timing['numpy'] = (t2-t1)

#AT 2.94555401802063 7
(array([1., 2.]1), array([9.9999999%¢+07, 1.0000000e+@8]))

H2Eufunc? s _ e -
FRAE

RS (FEFRA ufunc) 2—FLARNTRIS RS ndarrays BHTRIEAIREL, STSEUET 8. REGIRTIE—L

tEDIRE, RAEIEHENBAMEEHENTEE,
BEAR 2 HRE



NumPy=RIERARRZEL (ufunc)

ERINumPy EX T 60 ZNEREREL, Hii0:

Description

Functions

np.mean()
Methods for reductions: reduce, accumulate, outer, ... op st
Math Functions: log, exp, matmul, mod, multiply, add, ... np.var)
Trigonometric functions: sin, cosine, tan, arcsin, hypot, ... np.sum)
Bit-twiddling functions: bitwise_and, bitwise_or, invert, left_shift, ... np.prod()
Comparison functions: greater, less_than, not_equal, logical_and ... np.cumsum()
Floating functions: isfinite, isinf, isnan, isnat, fabs, ... np.cumprod()

np.min(), np.max()
np.argmin(), np.argmax()
np.all()

np.any()

% ufunc BE TALANARIIFZI(reductions):
Python R max() GHE—HEEETREITEAE, BFERRIERIFTIEEONTH,

XAufunc By reduce FiEEREZS.
XTFRF14ERIENE, max() BiErIgESEHEIRE =,

minimum BY reduce FiEAARTAFITEHENSR/IME.
BRA 4K

Compute the arithmetic mean along the specified axis.

Compute the standard deviation along the specified axis.

Compute the variance along the specified axis.

Sum of array elements over a given axis.

Return the product of array elements over a given axis.

Return the cumulative sum of the elements along a given axis.

Return the cumulative product of elements along a given axis.

Return the minimum / maximum of an array or minimum along an axis.
Returns the indices of the minimum / maximum values along an axis
Test whether all array elements along a given axis evaluate to True.

Test whether any array element along a given axis evaluates to True.



NumPy=gyS 15 (Broadcasting)

NumpyS #%:

EEACHHEIN I EEEREIRAVEE, FREARFMT, B\ ESAERAREEAS T &
LMEEIEBRERIA.

a(4x3

b (3 result (4 x 3)
ofo]o 1123 o 1123
10 [ 10 | 10 + |1]2]3 § = 1|12 |13

P~
20 (20|20 1|23 21|22 |23
30 (3030 | 3 313233

BN/ NERE S SRR AR EEEE S LEREINEEGRE, NN IERA/ NI A
. NTIINERIT B,

BIIR B H RS



NumPy=gyS 15 (Broadcasting)

WIS ES L

1.

AN RS N BN SRR IR —

NER— M EUBRYHE S B — M EUER LR R,
NSHEEEU NIRRT R 1, BERIMEERRY4E
3 GEE

SNERET M, mﬂéﬁfékd% 1 RYEERY
1THA N E RIS RSB S HIT R
BB HANKE,

A =G

np.array([3,2,1])
np.array([6,5,2])
X kY
print("x.shape is", x.shape)
print("y.shape is", y.shape)

N< X %
nouony

O~NOUM AR WN =

print(“z: ",z)

x.shape is (3,)

y.shape is (3,)

x.shape == y.shape: True
z: [18 18 2]

‘_'

1 X = np.array([3,2,1,2,6,4]%3).reshape(6,3)
2 print("x: \n", x)
3 y = np.array([1,2,3]).reshape(1,3)
4 print("y: \n", y)
5 print("len(x)", len(x))
6 print("len(y)", len(y))
7 print("x = y\n", x = y)
8

X:
[13 2 1]
[2 6 4]
[3 21]
[2 6 4]
[3 2 1]
l2 6 411
l[1 2 311

len(x) 6

len(y) 1

L |
2 @-2]
{141]

2 p -2 .
X 1%?{ Sy ==t
ERHTE §IPR

=

4 1]

print("x.shape == y.shape:",x.shape == y.shape)

1 # Condition 2

2 x = np.array([3,2,1,2,6,4,5,7,9]) .reshape(3,3)
3 y = np.array([1,2,3])

4 print("x: \n",x)

5 print("y: \n",y)

6 print("y.shape extended by one internally (3,1)\n")
7

8

9

0

1

zZ=X*Yy
print("z: \n", z)

# RITIERE:

# [3,2,1] x [1,2,3] =[3,4,3]

[

[[3 2 1]
2 6 4]
[5 7 911

[123]
y.shape extended by one internally (3,1)



NumPysR9 3B IEBEELER

MBI EREIERSRNE] (5557 Numpy RS %)
T EFERTFIAT AL :

2HITEEN :

from sklearn.datasets import fetch_california_housing

1

2

3 california_housing = fetch_california_housing(as_frame=True)
4 X = california_housing.data.to_numpy()

5 print("data shape:", X.shape)

6 def standardizeloop(B):# F&—: JR4EBEH

7
8

L = len(B)
tmp = np.zeros(B.shape)
9 for col in range(X.shape[1]):
10 mean = 0
11 total = 0
12 for row in range(L): # compute mean for col
13 total += Blrow, coll
14 mean = total/L
15 diff2 = 0
16 for row in range(L):
17 d = Blrow,col] - mean
18 diff2 += dxd
19 tmplrow, coll = Blrow, coll - mean
20 for row in range(L):
21 tmplrow, coll = tmp[row, coll/np.sqrt(diff2/(L))
22 return tmp
23
24 def standardize(A): # A% —: numpy/ #&
25 return (A - A.mean(axis=0))/A.std(axis=0)

LCoOoO~NOUI LA WN =

10
dil
12
13
14
15
16
17
18
19
20
21
22
23
24

Python[REFE, #i (B) -
NumpyeRbroadcast/i%, #id (§) :

tl = time.time()

standardizeLoop(X) 040
t2 = time.time()

loop = t2-t1

timing['loop'] = loop 03s

print(“"Python[R4ET%, #RT (#) - “, loop)
t1l = time.time()

standardize(X) a0
t2 = time.time()

loop = t2-t1

timing['broadcast'] = loop 025

print ("Numpydbroadcast/si%, & () : ", loop)

020

et (®)

%matplotlib inline

import matplotlib.pyplot as plt

plt.figure(figsize=(12,8)) a15

plt.title("Normalizing#RI3tE", fontsize=16)

plt.ylabel("#F (#) ", fontsize=14)

plt.xlabel("F~EA5iE", fontsize=14) 10

plt.grid(True)

plt.bar(x = list(timing.keys()), height=list(timing.values()),
align="'center',tick_label=list(timing.keys())) o5

print("mnE {:4.0f} fZ".format( timing['loop']/timing['broadcast']))

0.4358561038970947 aoo
0.000982046127319336

IE 444 12

BIIXIEERTLUREL: Numpy REABERRGEM ) B 5 TRIEAFRE.

SCIGIEER

Normalizing#E 83 %1t

troadcast

FRAE



NumPy=gYRE[E+E5Te

ERRFIEmEE S NI, Hlan:

a1 a2 a3 bl b2 b3 cl C2 C3
a, @&, a; i b. b, | =]|c¢c, ¢ c
a7 a8 a9 b7 I:)8 b9 C7 C8 C9

E55: 52 "500X50089Z <E0EM, FitE e InYEEEsRETAEZRHIATIE.

#i&27~500X 500447 A EU kB BE

1 import numpy as np

SA 3, . 2 import time
TERETE: ]
4 N = 500
= np.random.rand(N, N)

5 a
6 b = np.random.rand(N, N)
7 s

peed = 05 T 75 41 B K2



NumPyAHIREMETEE

Naive triply nested loop Numpy.dot method to multiply arrays
1 tl=time.time() 1 # np.multiply exiplictly with numpy ufunc
2 N = a.shape[0] 2 tl=time.time()
3 ¢ = np.zeros_like(a) 3
4 for i in range(N): 4 ¢ = np.dot(a,b)
5 for k in range(N): 5
6 for j in range(N): . 6 t2=time.time()
7 _ . cli,jl += ali, k]l * blk,]jl 7 print("with np.dot(a.T,b): {} secs".format(t2-t1))
8 t2=time.time() . 8 speed['np.dot(a.T,b)'] = t2-t1
9 print("Matrix Mult Triply Nested Loop: {} secs".format(t2-t1)) 9 ¢
10 speed['Triply Nested'] = t2-t1
11 ¢ With np.dot(a.T,b): 0.00731205940246582 secs
Matrix Mult Triply Nested Loop: 74.34173488616943 secs array([[123.38649331, 126.25889035, 126.08595224, ..., 123.38936178,
121.21418327, 121.99053732],
array([[123.38649331, 126.25889035, 126.08595224, ..., 123.38936178, [123.82188641, 134.22201076, 131.38022436, ..., 121.97395313,
121.21418327, 121.99053732], 124.93784992, 124.2379165 ],
[123.82188641, 134.22201076, 131.38022436, ..., 121.97395313, [132.27753185, 131.33585446, 132.17853368, ..., 125.25122153,
124.93784992, 124.2379165 1, 122.04137968, 124.32192571],
[132.27753185, 131.33585446, 132.17853368, ..., 125.25122153, L
122.04137968, 124.32192571], [129.32599692, 132.28420158, 129.31854742, ..., 126.28999651,
e 122.19144764, 128.292371071,
[129.32599692, 132.28420158, 129.31854742, ..., 126.28999651, [125.5719987 , 127.35888273, 125.88333694, ..., 121.19943408,

122.19144764, 128.29237107],
[125.5719987 , 127.35888273, 125.88333694, ..., 121.19943408,
118.10673515, 122.31089254],
[123.44531583, 130.60344488, 126.21137012, ..., 123.90428512,
123.1165294 , 122.46607358]1])

XMTARAE, BKE

118.10673515, 122.31089254],
[123.44531583, 130.60344488, 126.21137012, ..., 123.90428512,
123.1165294 . 122.4660735811)

B IR B HKY



NumPy=gYRE[E+E5Te

{ FANumpy.matmul to multiply arrays {£F Scipy#iIMatrix Multiply
1 # np.multiply exiplictly with numpy ufunc 1 import scipy.linalg.blas as LA
2 tl=time.time() 2 tl1 = time.time()
3 3 B = LA.sgemm(alpha=1.0, a=a, b=b)
4 ¢ = np.matmul(a,b) 4 t2 = time.time()
5 5 print(t2-t1, "[s1")
6 t2=time.time() 6 speed['Scipy LA'] = t2-t1
7 print("With np.matmul(a,b): {} secs".format(t2-t1)) 7 B
8 speed['np.matmul(a,b)'] = t2-t1
9 ¢ 0.004348039627075195 [s]
With np.matmul(a,b): 0.00806879997253418 secs array([[123.38649 i 126.258896, 126.08594 , ..., 123.38936 , 121.21418 ,
121.99055 ],
array([[123.38649331, 126.25889035, 126.08595224, ..., 123.38936178, [123.821884, 134.22202 , 131.38025 , ..., 121.97395 , 124.937836,
121.21418327, 121.99053732], 124,237946],
[123.82188641, 134.22201076, 131.38022436, ..., 121.97395313, [132.27756 , 131.33586 , 132.17853 , ..., 125.2512 , 122.0414 ,
124.93784992, 124.2379165 1, 124.32191 1,
[132.27753185, 131.33585446, 132.17853368, ..., 125.25122153, veny
122.04137968, 124.321925711, [129.32597 , 132.28421 , 129.31854 , ..., 126.289986, 122.19144 ,
vany 128.29234 1,
[129.32599692, 132.28420158, 129.31854742, ..., 126.28999651, [125.57196 , 127.35889 , 125.88333 , ..., 121.19945 , 118.10673 ,
122.19144764, 128.29237107], 122.31088 1,
[125.5719987 , 127.35888273, 125.88333694, ..., 121.19943408, [123.44531 , 130.60347 , 126.21138 , ..., 123.90427 , 123.11655 ,
118.10673515, 122.31089254], 122.46606411, dtype=float32)
[123.44531583, 130.60344488, 126.21137012, ..., 123.90428512,

XL Snp.dotRERS XESCipyEFRITTE, HITHEMRRE,

B IR B HKY



NumPyEIREFETEE

import matplotlib.pyplot as plt SEPES00x500 HERFERIT L
107

timing = list(speed.values())
algo = list(speed.keys())

plt.figure(figsize=(10,6)) 101 4
plt.title(" B {}x{} 1BFEEMILL" . format(N,N), fontsize=12)
plt.ylabel("#ff (seconds) ",fontsize=12)
plt.xlabel("FEHE", fontsize=14)

10 plt.grid(True)

11 plt.yscale('log")

12 plt.xticks(rotation=-60)

13 bars = [i+1 for i in range(len(speed))]

14 timing = [v for v in speed.values()]

15 print("#Ef:", timing)

16 algos = [v for v in speed.keys()]

17 print(algos)

18 plt.bar(x = bars, height= timing, align='center',tick_label= algos) 10 4
19 speedup = timing[@]/min(timing)

oo~ LH WNRE
#Ert ( seconds )
a
2

=]
1

21 print("mmE {:,} &".format(int(np.round(speedup))))

FEMY: [74.34173488616943, 0.00731205940246582, 0.00806879997253418, 0.004348039627075195]
['Triply Nested', 'np.dot(a.T,b)', 'np.matmul(a,b)', 'Scipy LA'] FEAE

IR 17,098 & ‘
LIRS R AL

. REEREESTHHIIERERREER.
. SEMETCADAIRAR, TISER— MBI,



Pandasz{iiE b IR

FIHR:
«  MNA Numpy FREBEINERFELE WY Pandas #RIT
. 7EH oneAP! 241373509 Numpy s F WHERE 8% SELECT
« A Numpy SNBSS, iterrows
- BIEHEFEIRS numpy EUEISRIEEIFHIIMERE

3553
« 15 NumPy Select #1 Where Fa)¥ [EZl] Pandas #IEIE “MNFA" BREL
«  FENAREVEARRISZFMZIE FSCIES KRR,

B IR B HKY



Pandas#FEAbIEINER

Bix: HHRIEERENREN BT EYEEE1TIARRIE.

13k ERREIRERFAREEIE TSI THERIESERE (HlogfB) .

Ji&—-1~100000X54 DataFrame

1 import pandas as pd
2 dimport numpy as np
3 import time
4
5 BIG = 100_000
6 df = pd.DataFrame(np.random.randint(@, 11, size=(BIG, 5)),
7 columns=(‘'a','b','c','d",'e"))
8 df.head()
AN

& BARIAESEE ab cd e
o 9 0 6 2 7
110 2 8 3 4
2 3 6 10 4 10
310 9 3 3 0
4 6 3 5 0

° FOEE - NN

\

EX—1Eloghi#E{E

1 def my_function(x):
2 return np.log(1+x)



Pandas#FEAbIEINER

{EHilocH%x {#HPnadas iterrow’5 7%
1 %%time 1 %%time
2 # naive loop method using pandas iloc 2 # naive loop method using pandas loc
3 timing = {} 3 import numpy as np
4 t1 = time.time() 4 import time
5 5
6 for i in range(®,BIG): 6 # each iteration of the loop requires
7 df.iloc[i, 2] = my_function(df.iloc[i,0]) 7 #an interpretation of the instructions
8 8 # being used and this decoding takes time
9 t2 = time.time() 9 t1 = time.time()

10 timing['iloc'] = t2 - t1 10

11 df.head() 11 for index, row in df.iterrows():

12 row[2] = my_function(row[0])
CPU times: user 25.1 s, sys: 45.8 ms, total: 25.1 s 13
Wall time: 25.2 s 14 12 = time.time()

15 baseTime = t2-t1
16 timing['iterrow'] = t2 - t1
a b cd e 17 df.head()

CPU times: user 5.25 s, sys: 9.72 ms, total: 5.25 s
0 8 2 2302585 0 7 Wall time: 5.26 s ' '

1 8 2 2197225 8 4

2 5 3 1791759 1 5 a b cd e
3 8 1 2197225 2 10 0 9 2 2302585 0 7
4 5 10 1.791759 8 2 18 2197225 8 4

1.791759 1 5

2197225 2 10 I|OCH;£E'|9&

1.791759 8 2

w’ . e

2
3
TR 5 AR



Pandas#FEAbIEINER

{§Pandas"at" A%

%%time
# naive loop method using pandas "at"
tl = time.time()

for i in range(®,BIG):
df.at[i, 'c']=my_function(df.at[i,'a"'])

t2 = time.time()

fastest_time = t2-t1

10 Speedup = baseTime / fastest_time

11 print("Speed up: {:4.0f} X".format(Speedup))
12 timing['df.at'] = t2 - t1

13 df.head()

LN bsEWNRE

Speed up: 4 X
CPU times: user 1.26 s, sys: 5.12 ms, total: 1.27 s
Wall time: 1.27 s

a b cd e

0 9 2 2302585 0 7

-
[ee]
no

2197225 8 4
5 3 1791759 1 5
2197225 2 10

5 10 1791759 8 2

{EMPandasiYApply/5iE

WoOoNO U A WN =

10
11
12

Speed up:

%%time

# vectorized method using pandas apply
t1 = time.time()
df['c']=df['a']l.apply(lambda x : my_function(x))
t2 = time.time()

fastest_time = t2-tl

Speedup = baseTime / fastest_time
timing['pandas apply'l = t2 = t1

print("Speed up: {:4.0f} X".format(Speedup))
40 X

CPU times: user 129 ms, sys: 3.54 ms, total: 132 ms
Wall time: 131 ms

%wmatplotlib inline

import matplotlib.pyplot as plt
plt.figure(figsize=(10,6))

plt.title("#Data Frame#iTlog(1+x)FERTTEE")
plt.ylabel("#kf(seconds)", fontsize=12)
plt.xlabel("F@EJE", fontsize=14)
plt.grid(True)

CPwooNwouswnE

short = min(list(timing.values()))
= ma (l'i_szi(timing.values()n
ﬂ]}ﬁﬁ; P n@mﬁ:q&meﬂ f&'. format(long/short))

nE o 192 &

Pandasfapply /5 EHRERRANT!

#ed(seconds)

3

#Data Frame $h{Tlog(1+x) ¥ e ¥ Lt

plt.bar(x = range(len(timing)), height=timing.values(), align='center', tick_label=list(timing.keys()))
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[ SHEAEREAN, TREBHEESRTARN?

EREESE:
aiE—14007 FHEArIDataFrame E X tDataFrame M 1TRMEIZEIRE

1 import pandas as pd 1 def func(a,b,c,d,e):

2 import numpy as np 22 if e == 10:

3 timing = {} 3 return cxd

4 BIG = 4000000 . 4 elif (e < 10) and (e>=5):
5 df = pd.DataFrame(np.random.randint(@, 11, size=(BIG, 5)), 5 return c+d

6 . ) "columns=(:a:,'b','c','d','e')) 6 elif e < 5:

; g;};ééd??ta type:",type(df['a']l.values)) 7 return a+b

data type: <class 'numpy.ndarray's

2 5 04 9
3 8 6 10 4 8
48 5 10 1
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R FPandasfApply 7%

import time
tl = time.time()

df['new'] = df.apply(lambda x: func(x['a']l, x['b'], x['c'], x['d'], x['e']), axis=1)

1

2

3

4 12 = time.time()
5 print("time : {:5.2f}".format(t2-t1))
6 df.head()

7 timing['Pandas Apply']l = t2 - t1

8 baseTime = t2-t1

time : 65.21

ERREAE

tl = time.time()

df['new'] = df['c'] % df['d"'] #default case e = =18
mask = (df['e'] < 10) & (df['e'] >= 5)
df.loc[mask, 'new'] = df['c'] + df['d']

mask = df['e'] <= 5

df.loc[mask, ‘new'] = df['a'] + df['b']

t2 = time.time()

print("time :", t2-t1)

fastest_time = t2-t1

10 timing['Mask'] = t2 - t1

11 Speedup = baseTime / fastest_time

12 print("Speed up: {:4.0f} X".format(Speedup))
13 df.head()

time : 0.3452107906341553
Speed up: 189 X

WO~NOU A WNPR

c d e new

14 9108 3 13
24 5 04 9 4 W%ﬁﬁ{{
38 610 4 8 14 N =10,
48 5 10 1 13

ZHROJL:

Lo~ WM

12
hniE
%(
8
L
HEER
AR B AR,

%matplotlib inline

import matplotlib.pyplot as plt
plt.figure(figsize=(10,8))
plt.title("xfDataframei#{T &4 BB RIENFERITE")
plt.ylabel("#f (seconds) ", fontsize=14)
plt.xlabel("AEHE", fontsize=16)

plt.grid(True)

plt.bar(x = range(len(timing)), height=timing.values(),
align='center', tick_label=list(timing.keys()))
short = min(list(timing.values()))

long = max(list(timing.values()))

print('fniE : {:4.0f} {&'.format(long/short))

: 189 {E

FDataframeit {7 Z @R IFHRNF L

Mask.

TR% %
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HEFE IS 22 355 v pip install scikit-learn-intelex

7‘55%: - o Install from Anaconda Cloud: Conda-Forge channel (recommended by default for conda users):
o into a newly created environment (recommended):

conda create —-n env -c conda-forge python=3.9 scikit-learn-intelex

Important

If you do not specify the version of Python (python=3.9 in the example above), then Python
3.10 is downloaded by default, which is not supported.
See supported configurations for Conda-Forge channel.

o into your current environment:

conda install scikit-learn-intelex -c conda—-forge

BIIR B H RS
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75—:%: . Install from Anaconda Cloud: Main channel:
Ia—- o into a newly created environment (recommended):

conda create -n env python=3.9 scikit-learn-intelex

Important

If you do not specify the version of Python (python=3.9 in the example above), then Python
3.10 is downloaded by default, which is not supported.
See supported configurations for Anaconda main channel.

o into your current environment:

conda install scikit-learn-intelex

H;ﬁl};{l . conda create -n env -c conda-forge python=3.9 scikit-learn-intelex
conda install scikit-learn-intelex -c conda-forge

ERTLARRSYRI%E: &% https://intel.github.io/scikit:zlearn-intelex/installation.html
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-BIHE

Acronym Name What is it used for Advantages Disadvantages
We will ignore this one for the

0 config_context config_context course, but it... NaN NaN
1 dbecan Density-based spatial clustering Density-based spatial clustering of does not require one to specify the scklearnex must only use
of applicatio... applicatio... number of ... ‘euclidean’ or ‘minko...
5 q AKA Pairwise Distnace: Part of the  Used to find similarity of vectors - Intel Extensions for scikit-

2 distances Distances 5 s
sklearn.met... suchass... learn:\nWith metri...

o 5% Intel CPU #0 Intel

3 elasticnet ElasticNet Linear regression with combined The elastic net method performs Intel sklearnex: All parameters

L1 and L2 prio... variable selec... except sample_...

GPU {fift T RRIROES% 4
. EIEEL T HLTIES PR ——

Throw a ValueError if X contains ~ Can be very valuable when doing

aka assert_all_finite NaN or infinity. data cleaning ...

Only dense data is supported

Retrieve current values for

configuration set ... NaN NaN

KMeans algorithm clusters data by Relatively simple to implement. intel sklearnex: All parameters

M2 AY .
L4 ﬁ 'l‘i',’ |¥| &R%lz& U % I:I:l E o kmeans isieans custedng, trying to se... Scales to larg... except precomp...
. . . . Classifier: Find the K-neighbors of K-NN is pretty intuitive and simple: Intel sklearex: ‘euclidean’ or
{ m E leJ J 7 kneighborsclassifier K Nearest Neighbors Classifier apoint. R... \nK-NN al... ‘minkowski’ Wi...
i j [ i i i ; Regressor: Find the K-neighbors  K-NN is pretty intuitive and simple: Intel sklearex: ‘euclidean’ or
8 fneiobborstegressoragy KiNearest Neighbors Regressor of a point. Re... \nK-NN al... ‘minkowski’ wi...
9 knn. classifier k nearest neighbors classifier aka Classifier implementing the k-  Advantages of KNN\nNo Training optimal choice of the value is
= KNN classifier nearest neighbor... Period: KNN is ... highly data-dep...
k nearest neighbors regressor 5 ; ;
10 knn_regressor aka KNN reg 5 Same as classifier same as classifier same as classifier
11 (ate s for Regression: The Lasso is a Select features, by shrinking co- Intel sklearnex: All parameters
linear model th... efficient tow... except sample_...
" . . - Simple method \nGood Intel sklearnex: All parameters
12 linear Linear Regression  Fitting line of best fit through data interpretation \nEasy to... except normali...
13 log_reg alias for Logistic Regression same as below same as below same as below
e Classifier: Generally used for quick Doesn’t assume linear relationship Intel sklearnex: suggest solver:
14 logistic i_ E ZF égl%c ;e(gressnon binary cl... between ind... ‘Ibfgs’ or ‘n...
N ¥
15 logisticregression alias for Logistic Regression same as above same as above same as above
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17

18

31

Scikit-learnFEP EMMNEIEFIER (Z)

nearest_neighbors
nearestneighbors

nusve

nusvr

pca

random_forest_classifier

random_forest_regressor

randomforestregressor

randomrorestclassifier

ridge

roc_auc_score

set_config

svec

train_test_split

tsne

Nearest Neighbor
alias for Nearest Neighbor

nuSvC

nuSVR

Principal Component Analysis
(PCA)

Random Forest Classifier

Random Forest Regressor

alias for Random Forest
Regressor

alias for Random Forest Classifier
Ridge Regression

ROC AUC score

set_config

Support Vector Classifier

Support Vector Regressor

Train Test Split

t-Distributed Stochastic Neighbor
Embedding

Unsupervised learner:
Unsupervised nearest ne...

same as above

Similar to SVC with parameter
kernel='linear,...

Similar to SVR same caveat as
above

Dimensionality reduction. Pre
processto reduce...

Classifier: A random forest
produces good pred...

Regressor: A random forest
produces good predi...

same as above

same as above

Ridge is a linarear regression with
an L2 regu...

Receiver Operator Characteristics
(ROC) Area U...

We will ignore this one for the
course, but it...

Classification: requires X & y. It is
based o...

Regression: requires X & . It is
based on SVM...

Data preparation to split data into
a training...

dimensionality reduction
techniques in Machine...

it is unsupervised - requires no y:
\nFor big ...

same as above

it has more flexibility in the choice
of pe...

it has more flexibility in the choice
of pe...

PCA can help us improve
performance at a very ...

One third of data is not used for
training, he...

One third of data is not used for
training, he...

same as above

same as above

Trades variance for bias (i.e. in
presence of ...

A simple graphical representation
of the diagn...

NaN

1. Regularization capabilities: SVM
has L2 Reg...

1. Regularization capabilities: SVM
as L2 Reg...

Easy to implement and interpret.
Less time con...

1. Handles Non Linear Data

scklearnex must only use
‘euclidean’ or ‘minko...

same as above

NaN

NaN

intel sklearnex: All parameters
except svd_sol...

Less interpret-ability, black box
approach ...

Less interpret-ability, black box
approach ...

same as above

same as above

Intel sklearnex: \nAll parameters
except norma...

Intel sklearnex: Parameters
average, sample_we...

NaN

1. Choosing an appropriate Kernel
function is ...

1. Choosing an appropriate Kernel
function is ...

f the dataset is small, keeping a
portion for ...

scklearnex must only use

Efﬁc%g : PC) /_ )\'_Elldean or ‘minko...

BEEEEREIIRE

# finding name info can be confusing

# as there are aliases to multiple fuctions

from sklearnex import get_patch_names, get_patch_map
sorted(get_patch_names()) #get_patch_map() for more details

ENTIES

['config_context',
'dbscan’,
'distances’
'elasticnet’,
'fin_check',
'get_config',
'kmeans',
'kneighborsclassifier',
'kneighborsregressor',
'knn_classifier’,
'knn_regressor',
'lasso’,
'linear’',
'log_reg',
'logistic’,
'logisticregression’,
'nearest_neighbors'
'nearestneighbors’,
"nusvc'
"nusvr',
'peca’,
'random_forest_classifier',
'random_forest_regressor’,
'randomforestregressor’,
'randomrorestclassifier’,
'ridge’',
'roc_auc_score',
'set_config’,
'svc',
'svr',
'train_test_split',
'tsne'l



Scikit-learn&EN0ER-20AI AT A B INE

- THRESRENEYINESA:

python -m sklearnex my_application.py

 Jupyter notebookBYIMESX:

import the sklearnex library
patch_sklearn() #a &5 EINEE L patch_sklearn( “SVC” ) Bkpatch_sklearn(["SVC", "DBSCAN"])

L2 AR, BIANBHTAI ™R, MEnE:

from sklearnex.neighbors import NearestNeighbors, PCA, Kmeans

- BRRINERRTTTIE:
FoER:
unpatch_sklearn()

EREHMSINBXEE:

from sklearn.cluster import PCA

BIIR B H RS
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from tqdm import tqdm # progress bar
import time #so we can time the action
N Mk hmsEz AiEabYs def comparison(cases):
ILJﬁU]uJEx&%E’J Li"ﬁbgjtl'/' elapsed_fit = {} # dictionary to track the time elapsed for the fit method
— /N N7 =\ elapsed_predict = {} # dictionary to track the time elapsed for the predict/transform method
¢ f'EUﬂE I tlﬁt&@é&' EEEJZ& I % # the parmeters for this algorithms and for generating the data will be in the next cell
for name, case in tqdm(cases.items()):

5%5"]#(}&, ﬁ”@%ﬁ%ﬂ’ﬂﬁﬁ'ﬁ algorithm = case['algorithm']

estimator = algorithm['estimator'](**algorithm['params'])

o PANTE)IEGFIFTNATE) gat;
. ENMRIEELSHIRSELY

case(['data']
data['generator'] (*xdata['params'])

# Timing of fit and predict

start = time.time()

estimator.fit(x, y)

fit_time = time.time() - start

start = time.time()

if hasattr(estimator, 'predict'):
estimator.predict(x)

if hasattr(estimator, 'transform'):
estimator.transform(x)

predict_time = time.time() - start

elapsed_fit[name] = fit_time
elapsed_predict[name] = predict_time
return elapsed_fit, elapsed_predict

elapsed fitZEh1ZEL)|SFERT
elapsed predictZEE2hFERGHEIRFERT B4 45 H k2



Scikit-learn&LANMEN

def get_cases():
return {
'SVC with Linear Kernel': {
"algorithm": {

g et_Ca SeSﬁiicleﬁEMT : Is::%g;'ftl:{a' sklearn.svm.SVC,
1. ENEHERR .

'kernel': 'linear’,
r
"data": {

‘generator': sklearn.datasets.make_classification,

2. EUEISEITHISEE A

'n_samples': 20000,
'n_features': 30,

3. XIMAVEHEE (ERET) e s,

'random_state': 43,
}
}

}
'SVC with RBF Kernel': {
"algorithm": {

MBI — ' > b 3£ A /_’rQEAb j- t ‘estimator': sklearn.svm.SVC,
EJ\;J-JZ @jjﬁu::%[ I J& j- EUX\ t 'par?g?':l{a
‘kernel': 'rbf',
}
}l

"data": {

‘generator': sklearn.datasets.make_classification,

‘params”:

'n_samples': 25000,
'n_features': 30,
‘n_classes': 5,
'n_informative': 4,
'random_state': 43,
}
}
},

BIR B H RS
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SR RIMERIAIS N R EANET THERT |

from sklearnex import patch_sklearn, unpatch_sklearn

unpatch_sklearn() # this will set parameters such that the stock version of sklearn will be called

import sklearn.svm, sklearn.datasets, sklearn.neighbors, sklearn.linear_model, sklearn.decomposition

cases = get_cases() #case the algorithm/dataset pairs

sklearn_fit, sklearn_predict = comparison(cases) # call the comparison function to captures the elapsed time diction

25%| I | 2/8 [01:39<04:52, 48.79s/it]Intel(R) Extension for Scikit-learnx enabled (https://github.com/intel/
scikit-learn-intelex)

100% | | 8/8 [04:19<00:00, 32.43s/it]

print('Result of scikit-learn train: ', sklearn_fit)
print('\n"')
print('Result of scikit-learn predict: ', sklearn_predict)

Result of scikit-learn train: {'SVC with Linear Kernel': 45.61663222312927, 'SVC with RBF Kernel': 22.4045672416687
, 'Logistic Regression': 13.256971597671509, 'KNN Classifier': 0.004821062088012695, 'KNN Regression': 0.00139713287
35351562, 'Linear Regression': 13.063661813735962, 'Ridge Regression': 6.973957777023315, 'PCA': 4.730371952056885}

Result of scikit-learn predict: {'SVC with Linear Kernel': 8.172053098678589, 'SVC with RBF Kernel': 22.62320017814
6362, 'Logistic Regression': 0.16436409950256348, 'KNN Classifier': 23.463303565979004, 'KNN Regression': 24.2880880
83267212, 'Linear Regression': 0.9629719257354736, 'Ridge Regression': 0.7868826389312744, 'PCA': 0.5773224830627441
}

] LAB R SVCREITIRIK

B IR B HKY
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SR NNERHIB N R ARNEI THERT

from sklearnex import patch_sklearn, unpatch_sklearn
# insert code ( a single line) to patch sklearn here:
patch_sklearn()

import sklearn.svm, sklearn.datasets, sklearn.neighbors, sklearn.linear_model, sklearn.decomposition
cases = get_cases()
sklearnex_fit, sklearnex_predict = comparison(cases)

Intel(R) Extension for Scikit-learnx enabled (https://github.com/intel/scikit-learn-intelex)
100% || 8/8 [01:20<00:00, 10.11s/it]

print('Result of scikit-learnx train:
print('\n')
print('Result of scikit-learnx predict:

, Sklearnex_fit)

, sklearnex_predict)

Result of scikit-learnk train: {'SVC with Linear Kernel': 2.0269083976745605, 'SVC with RBF Kernel': 1.718588352203
3691, 'Logistic Regression': 1.0187699794769287, 'KNN Classifier': 0.07947111129760742, 'KNN Regression': 0.00234889
98413085938, 'Linear Regression': 0.5390632152557373, 'Ridge Regression': 0.6380298137664795, 'PCA': 0.3723585605621
338}

Result of scikit-learnx predict: {'SVC with Linear Kernel': 0.26720738410949707, 'SVC with RBF Kernel': 0.450794935
22644043, 'Logistic Regression': 0.07174301147460938, 'KNN Classifier': 0.29738306999206543, 'KNN Regression': 0.304
3701648712158, 'Linear Regression': 0.35891032218933105, 'Ridge Regression': 0.23721861839294434, 'PCA': 0.103921175
00305176}

ISR KA ESVC, RE2RIIG,, 0.26FDHERTN
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A NNERI e R EFERIXIEL

Time (sec)

il

ZRIMERR/RSEIRXTEL :

« sklearnZE=IMER)
« sklearnexZ®&~IERG

Performance result of fit (LOWER is BETTER)

456
B sklearnex
. sklearn

%matplotlib inline

import matplotlib.pyplot as plt
import seaborn as sns

import pandas as pd

result = { name_sk: [time_ex, time_sk] for (name_sk, time_sk),
(name_ex, time_ex) in zip(sklearn_fit.items(), sklearnex_fit.items())}

result['Library'] = ['sklearnex', 'sklearn']

df_fit = pd.DataFrame(data=result).melt('Library', var_name='Algorithms', value_name='Time")

fig = plt.figure(figsize=(18, 6))
fig.patch.set_alpha(1)
plt.subplot(1, 1, 1)

barplot = sns.barplot(x='Algorithms', y='Time', hue='Library',data=df_fit, errwidth = 2,

capsize = ©.05, saturation =

for p in barplot.patches:

barplot.annotate(format(p.get_height(), '.1f'),
(p.get_x() + p.get_width() / 2., p.get_height() + 2),
ha = 'center', va

plt.legend(loc=2)
plt.ylabel("Time (sec)", size=14)
plt.xlabel("algorithms", size=14)

plt.title("Performance result of fit (LOWER is BETTER)")
plt.xticks(rotation = -6@) # Rotates X-Axis Ticks by 6@-degrees

plt.show()

‘center')
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result = { name_sk: [time_ex, time_sk] for (name_sk, time_sk),
(name_ex, time_ex) in zip(sklearn_predict.items(), sklearnex_predict.items())}

?&fgb”gﬁﬁ)ﬁ;gﬁﬂjtb result['Library'] = ['sklearnex', 'sklearn']

df_predict = pd.DataFrame(data=result).melt('Library', var_name='Algorithms', value_name='Time')

_ — ;ig = plﬁ.figur%(:ig(]s)ize=(18, 6))

ig.patch.set_alpha(1l
* Sklearn%mbngﬁu plg.gubplot(lj 1? 1)

barplot = sns.barplot(x="Algorithms®, y='Time', hue='Library',data=df_predict, errwidth = 2,

— Al capsize = 0.05, saturation = 8,)
° Sklearnexiel_ﬁbnliﬁrﬁ— for p in barplot.patches:
barplot.annotate(format(p.get_height(), '.1f'), (p.get_x() + p.get_width() / 2., p.get_height() + 2),
ha = 'center', va = 'center')

plt.legend(loc=2)|

plt.ylabel("Time (sec)", size=14)

plt.xlabel("algorithms", size=14)

plt.title("Performance result predict/transform (LOWER is BETTER)")

plt.xticks(rotation = -60) # Rotates X-Axis Ticks by 60-degrees

plt.show()
Performance result predict/transform (LOWER is BETTER)
251 mmm sklearnex 28 '
mem sklean
20
'E, 5
v
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R X read csv 363 |
T 4591
il 1596.98
T 437.9
| 1990.6 120.91
g 461.27 118.65
i 458.39 122.22
119.13 45.97
0-55 -p 1 python main.py
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https://github.com/intel/scikit-learn-intelex

The software acceleration provided by
Intel® Extension for Scikit-learn* is
achieved through the use of vector
instructions, IA hardware-specific
memory optimizations, threading, and
optimizations for all upcoming Intel
platforms at launch time.

Intel® Extension for Scikit-learn*
dynamically patches scikit-learn
estimators to use Intel(R) oneAPI Data
Analytics Library as the underlying solver,
while getting the same solution faster.

Intel(R) Extension for
Scikit-learn* 2021.5
documentation

Q. search the docs ...

ABOUT

Acceleration

Patching

Medium Blogs
System Requirements

Memory Requirements

GET STARTED
Installation
Quick Start

Samples

k-Nearest Neighbors (kNN) for

MNIST dataset

Logistic Regression for Cifar
dataset

Support Vector Classification
(SVC) for Adult dataset

O 1 1] & intel.github.io/scikit-learn-intelex/samples.html @ ¢

Samples

The following samples are also provided as Jupyter notebooks in Intel® Extension for Scikit-learn* repository. If
you want to run them locally, refer to these instructions.

Classification Tasks

e k-Nearest Neighbors (kNN) for MNIST dataset
* Logistic Regression for Cifar dataset
e Support Vector Classification (SVC) for Adult dataset

Regression Tasks

o ElasticNet for Airlines DepDelay dataset

e Lasso Regression for YearPredictionMSD dataset

o Linear Regression for YearPredictionMSD dataset

* Nu-Support Vector Regression (NuSVR) for Medical Charges dataset
¢ Random Forest for Yolanda dataset

* Rigde Regression for Airlines DepDelay dataset

Clustering Tasks
e Kmeans for spoken arabic digit dataset

* DBSCAN for spoken arabic digit dataset

¢ Seealso

There are also Kaggle kernels that use Intel® Extension for Scikit-learn* for a variety of machine learning
scenarios.

B %Eﬂ&%intel.github.io/scikit—learn—intelex/samples.html
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BB ETF DevCloudsLizintel oneAPI Toolkits

eoe M~ < > 0O © & devcloud.intel.com/oneapi/get_started/ G x

® Fast FPGA emulation based on Intel's compiler
technology

e Syntax highlighting and code auto-completion

RTL Acceleration Functional Unit

N D
&M JupyterLab* a]fE4:; -

I].UARTUS N The revolutionary Intel® Quartus® Prime Design Software includes everything you need to design for Intel® FPGAs, SoCs, ar
TS PRI ME | from design entry and synthesis to optimization, verification, and simulation. Dramatically increased capabilities on devices
*E%Tﬁ O neAPI y[l 1ﬂ-%7£?: designers with the ideal platform to meet next-generation design opportunities.

F
/) Build and design using standard logic gates. Great for visualization and education.

RETH R PRYRIEI

Connect with JupyterLab* Training Resources
N ERSAB IR
L2 57]~
Connect with JupyterLab* DevCloud Commands
1 Hj*uéﬁj Use JupyterLab* to learn about how oneAPI can solve the challenges of Learn about the features of the compute r
5 programming in a heterogeneous world and understand the Data Parallel query, and delete your jobs.

C++ (DPC++) 1 d i del.
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[ Launch JupyterLab* ] Use JupyterLab* to learn about how oneAP
heterogeneous world and understand th
programming model.
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